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Abstract

One of the most pertinent problems in spectral analysis of astronomical time series is the

assessment of significance of periodogram peaks. The origin of many difficulties is the often

occurring non-Gaussianity, the unclear meaning of the number of independent frequencies

and the manner how it should be taken into account. I propose to avoid these problems

by a bootstrap of the original time series, which makes the procedure independent of the

distributional characteristics, and by the application of extreme-value methods. Generalized

extreme-value distributions are used as general limiting distributions for maxima; they de-

pend only on the decay of the right tail of the underlying distribution, but not on its precise

form. Moreover, there is no need to compute the complete oversampled frequency range

for each bootstrap repetition: under the zero hypothesis of the observed time series being

a pure noise, the maxima of only a part of the spectra of the repetitions are sufficient to

estimate the False Alarm Probability for the observed original peak. The procedure is tested

on simulations.
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1 Introduction

Assessment of the significance of peaks in the periodogram of variable objects is of utmost

importance for asteroseismology, detection of extrasolar planetary systems, analysis of variable

stars and a number of other fields of astrophysics. Periodicities in a signal sampled at equally

spaced time intervals is most efficiently searched for by the Fourier transform, which gives the

projections of the time series to a set of orthogonal basis sine functions with frequencies defined

by the number of time points and the time span of the observation. The statistical behaviour

of the resulting periodograms is well known (see, e.g., Brockwell and Davis 2006).

In astrophysical applications, the situation is different, because it is most often impossible

to evenly sample the light curve of the objects. Instead, we have scarce observations scattered

irregularly over a long time span, sometimes as few as 25, and from this, we derive a periodogram

over a dense grid of frequencies. The periodogram contains information on how well an oscillating

signal at any grid frequency fits the observed data, and unfortunately, it comprises signs of many
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undesirable effects as well: aliases, parasite frequencies, and spectral leakage. These effects make

the identification of the peak corresponding to a periodic oscillation very difficult.

Assessment of the statistical significance of an eventual peak involves testing of the zero

hypothesis H0 of the observed time series being purely white noise against the alternative, H1,

stating that there is a periodic deterministic signal in it. We do this either by computing the

probability of a peak of the observed height or higher under H0 (the false alarm probability or

FAP), or by computing levels corresponding to prescribed FAP values under H0. This requires

the knowledge of the distribution of the maximum of the periodogram, which is extremely diffi-

cult for several reasons. Theoretical derivations build on many restrictive assumptions, such as

Gaussian distribution under H0 and independence. Moreover, the distribution of the maximum,

especially at high quantiles, is extremely sensitive to the tail of the underlying distribution of

the periodogram and to a parameter called the effective number of independent frequencies in

the investigated frequency range, both of which are extremely hard to estimate precisely.

We propose a new procedure that avoids these drawbacks. It combines nonparametric boot-

strap, which is able to reproduce any empirical distribution, with extreme-value models that

provide generally valid, asymptotically well-motivated models for the tails of most continuous

distributions. We give a brief summary of the problems in the assessment of significance for

periodogram peaks and of extreme-value distributions in Section 2, then describe the procedure

and give the motivation for each step in Section 3. Results on simulations are given in Section 5,

and the improvements on other methods for significance assessment are summarized in Section

6.

2 Statistical methods

2.1 Frequency analysis

There are many methods used in astronomy for frequency analysis; to name a few, the Deeming

method (Deeming, 1975), PDM-Jurkevich (Stellingwerf, 1978; Dupuy and Hoffman, 1985), string

length (Clarke, 2002), SuperSmoother (Friedman, 1984; Reimann, 1994), Lomb-Scargle and its

extension, the generalized least squares method (GLS, Lomb 1976; Scargle 1982; Zechmeister and

Kürster 2009) and the FastChi2 of Palmer (2009). We fit periodic functions taking frequencies

over a grid to the observed light curve, and using some goodness-of-fit statistic, we look for the

frequency which yields a significantly better fit than our zero hypothesis, a constant mean plus

white noise. The collection of test statistic values as a function of the test frequency is termed

somewhat loosely the periodogram. The frequency where it attains its maximum (or, depending

on the chosen statistics, its minimum) is accepted as the most likely frequency of variability, if

there is indeed variability. Statistically put, we ask how likely the found maximum or minimum

value is under the zero hypothesis H0, and compare this probability (the False Alarm Probability,

abbreviated to FAP) to a specified level of confidence, say 0.01. For its calculation, we need to

know the distribution of the test statistic under H0, namely, the distribution of the maximum

of a set of random variables. Minima can be transformed to maxima by simple monotone
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transformations, so we do not consider them separately anymore.

The distribution G of a set of M independent random variables Z1, . . . , ZM with common

distribution function F is G(z) = F (z)M . For periodogram peaks, variants of this formula are

commonly used, with F based on theoretical arguments, depending on the test statistic used to

estimate the periodogram. However, before application many things must be accounted for or

modified.

First, even when the marginal distribution of the periodogram is derived theoretically, it is

only approximate due to an assumption of Gaussianity of the time series observations and to the

asymptotic nature of the distribution of the test statistic. Gaussianity in the underlying time

series is very often unjustified, especially in the hypothesis testing situation. We must allow for

the possibility of non-Gaussianity: if the observed time series is indeed noise, then it can be

non-Gaussian.

Second, in order to find a critical quantile value corresponding to a FAP of say 0.01, we

should compute 1− 0.01 = G(z) = F (z)M , and since M is usually of the order of ∼100 (Horne

and Baliunas, 1986; Frescura et al., 2008; Schwarzenberg-Czerny, 2012), we need to know very

high quantiles of F very precisely. Fitted marginal models to obtain F̂ are usually the least

precise in these high regions, because such extreme values are most often absent or very rare

among the data. Thus, models extrapolate, reasonably or not, in this region.

Third, not only we do not know the value of M to use in the formula, but in fact, the formula

itself is not valid. The testing situation is very far from the testing of the maximum of a set

of independent variables. For uneven sampling, there is no set of mutually independent test

frequencies. In addition, we use the maximum of sometimes several hundreds of thousand peri-

odogram values computed from often as few as 50 or 100 observations, which implies degeneracy

in the joint distribution of the periodogram values, and makes the assumption of independence

implausible. The formula is thus not motivated, and can be used only as an ad hoc approxima-

tion. M lacks interpretation, and must be estimated as a parameter (a recent proposition is in

Schwarzenberg-Czerny 2012), which adds to the instability of the FAP estimates.

2.2 Extreme-value statistics

Extreme-value methods (see e.g. Leadbetter et al. 1983; Coles 2001; Beirlant et al. 2004) are

widely used to assess probabilities of rare (and often catastrophic) events, or estimate the time

within which an extreme event of a certain size should be experienced once on average. Its

fundamental theorem states that the distribution of the properly rescaled maximum tends to

the generalized extreme-value family (GEV), of the form

G(z) = exp

{
−
(

1 + ξ
z − µ
σ

)−1/ξ
}
, ξ ∈ R, µ ∈ R, σ > 0, (1)

regardless of the underlying distribution of the variables: maxima of variables from practically

all continuous distributions used in applications of statistics tend to limits in the GEV family.

The distribution has three parameters. The shape parameter, ξ, determines the decay rate of
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the tail probabilities. GEV distributions with negative ξ have a finite upper endpoint, so there

is zero probability to observe maxima larger than a certain value, yielding the limiting family

for maxima of uniform or beta distributed variables. Positive ξ indicates power law-like heavy-

tailed behaviour, with high probabilities to find extremely large maxima, like in the Cauchy or

Student’s t distribution. Finally, ξ = 0 implies relatively quickly, exponentially decaying tail

probabilities, and thus it is the limiting distribution of the exponential, χ2, gamma, normal or

lognormal distributions. The other two parameters, µ and σ are location and scale parameters.

The GEV distributions are the limiting distributions for maxima of dependent sets of vari-

ables too, under two conditions: one is an asymptotic decrease of the strength of dependence at

extreme levels, and the other is stationarity. The first of these conditions is not straightforward

to translate for periodograms, as the limit must be precisely specified, and for any finite-length

time series and a periodogram calculated on a fixed grid, the quality of the extreme-value approx-

imation is not assured because of the long-range dependence in the periodograms. Diagnostic

tests of the fits are therefore always necessary, for example by means of return level plots and

quantile-quantile plots.

Estimation of extreme-value behaviour in a time series is usually performed by dividing

the sequence into long blocks say of size N (e.g. years for a sequence of daily temperature

measurements spanning several decades). N must be sufficiently large to provide a good extreme-

value approximation, because maxima of too small sets do not follow distributions close enough

to the asymptotic validity region of extreme-value theory. Usually, under mild dependence in the

random sequence, blocks of several hundred variables yield GEV models of acceptable quality

(in the previous example, maxima of 365 days). We then select the maxima of each block (in

the example, the several ten annual maximum temperatures), and find the parameters of the

GEV by maximum likelihood.

The estimated GEV distribution can then be used to obtain probabilities of very high levels

or distributions of maxima of longer periods. The fact that the form of the GEV remains the

same if we take longer blocks (it is max-stable in statistical terminology) implies that quantiles

and probabilities for much longer periods can be calculated by a reasonable extrapolation based

on the model for the shorter blocks. An important quantity is the return level; the return level

zp associated with the return period 1/p is the level that is expected to be exceeded once in

every 1/p blocks of the same length N (in the previous example, the z1/20 return level is the

temperature which is exceeded only once in every 20 years). This is simply the 1 − p quantile

of the GEV distribution, and can be obtained by inverting the formula (1):

zp = G−1(1− p) = µ− σ

ξ

[
1− {− log(1− p)}−ξ

]
. (2)

Extreme-value methods have been used for periodograms also by Baluev (2008), who derives

upper limits for the FAP based on upcrossings of χ2, beta and F random processes. However,

these methods are built on the fundamental assumption of Gaussianity under H0, and their

quality decreases in the case of strong aliasing and spectral leakage.
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3 The proposed procedure

We propose to avoid the pitfalls listed in Section 2.1 by combining nonparametric bootstrap

and extreme-value methods. Suppose we have N irregularly spaced observations, and from

these data, we derive the periodogram between 0 and fmax on a grid of n test frequencies. Let

moreover K denote the oversampling factor between the used frequency grid and the Fourier

frequency system. The proposed procedure to assess the significance of a found peak is as follows:

1. Create R bootstrap repetitions of the original time series: preserving exactly the epochs of

the observations, each observed magnitude value is replaced with another one, randomly

chosen with equal probabilities from the original time series. One observation may be

selected more than once.

2. For each bootstrap repetition, we select a subset of L frequencies from the frequency grid

randomly with equal probabilities, with L such that L� n and n/(KL) ≤ N/2. Around

each of these L frequencies, we take a symmetric interval of K frequencies. Compute the

periodogram at these KL frequencies with the same method as used for the original time

series, and select the maximum from the KL values. This maximum is all we need to

retain from one repetition.

3. Fit an extreme-value model GL(z) to the R maxima: estimate the parameters ξ̂, σ̂ and µ̂ by

maximum likelihood. Use diagnostic plots: the return level plot and the quantile-quantile

plot to check the quality of the extreme-value fit.

4. Estimation can be based on the high quantiles of GL(z). To estimate a periodogram level

corresponding to FAP = 0.01, we should consider that this is the level that is exceeded

only once in a hundred complete periodograms. Also, the complete periodogram contains

n/(KL) times more frequencies than the subsets based on which GL(z) was estimated.

Thus, the return level corresponding to this probability is calculated by substituting 1−p =

KL/(100n) into equation (2).

The procedure is the result of a consideration of several important aspects. First, non-

parametric bootstrap uses the empirical distribution function of the observations as sampling

distribution, and does not force a pre-specified distribution to the data. The result is a white

noise sequence with a distribution close to the observed one, which corresponds perfectly to H0.

The following period search on these noise sequences using part of the frequency grid, and the

selection of the maximum of each, yields a sample of independent maxima of sub-periodograms

of noise sequences with approximately the same marginal distribution as the original time series.

Next, the choice of the size KL (equivalently, of L) of the frequency subsets is motivated by

several principles and aims. The most important aim is of course to avoid having to compute

the entire periodogram for each bootstrap repetition, as this is excessively time-consuming, so

L� n. Nevertheless, L must be sufficiently large to ensure that KL provides a good extreme-

value approximation. The quality of the extreme-value models must therefore be checked for a
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double reason: one is the long-range dependence that might invalidate the theory described in

Section 2.2, and the other is to ascertain whether L is chosen sufficiently large. The long-range

dependence also motivates the condition n/(KL) ≤ N/2, since this ensures that the number of

subsets of size KL comprised in a complete periodogram of size n is less than the number of

input observations, and thus avoids problems of degeneracy in the underlying joint distributions

of the maxima of the sub-periodograms. The factor 1/2 is due to the fact that the periodogram

loses half of the information in the observations: it holds information on the amplitudes of the

basis functions, but not on their phases.

We select the frequency subsets in a specific manner. Choosing the L frequencies randomly

with uniform probability across the entire grid implies that frequencies separated both by short

and long frequency intervals will occur in the set. Thus, we obtain a sample containing infor-

mation on the long-range dependence structure. Taking a symmetric interval of K frequencies

around each of the L random frequencies is equivalent to finding the local maximum around

each random frequency within peaks due to spectral leakage, and accounts for the short-range

dependence patterns. This strategy for the choice of the KL test frequencies, together with

the selection of a new set for each bootstrap repetition, ensures that the subsets reflect the

characteristics of the complete periodogram under H0.

4 Simulation

The performance of the above procedure was assessed on simulations. We present here a pure

sine-wave model of the form

g(t) = Ai sin(F0t)

with frequency F0 = 3.379865 d−1 and with three different amplitudes of A1 = 0.15, A2 = 0.05

and A3 = 0.025 mag. To this variability pattern, we added random noise generated from

Gaussian distributions with time-varying variance, yielding the model

Yi = g(ti) + εi, εi ∼ N (0, σ2i ),

where the standard errors σi were randomly selected from a gamma distribution such that

they were on average 0.05 mag. The signal-to-noise ratios of the three time series were thus

SNRi = Ai/σ̄ = 3, 1 and 0.5.

Epochs of observations were chosen randomly on a time grid of 0.005 day (about 10 minutes)

with a total span of 25 days; imitating random nighttime observations during 4 hours each night,

we have randomly uniformly selected two different sequences of epochs, one consisting ofN = 100

observations, the other, of N = 25. These time grid parameters lead to an upper detection

limit fmax = 100d−1, a Fourier frequency set of {0, 1/25, 2/25, . . . , 100}d−1 and a corresponding

leakage peak width of 0.04 d−1. The oversampling factor used is K = 16, providing a test

frequency grid {0, 0.0025, 0.005, . . . , 100} d−1.

The generalized Lomb-Scargle (GLS) period search method was performed on the six simu-

lated time series using this frequency grid, once without weighting, and once weighted the usual

way, by the inverse variances normalized to have sum 1.
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5 Results

The periodograms of the six simulations estimated by the unweighted GLS method are shown

in Figure 1. The results are very similar for weighted GLS. Applying the procedure described

in Section 3, we created 1000 nonparametric bootstrap repetitions from each time series, and

in order to test the stability of the GEV estimates against the size L of the test frequency

set, we computed the maxima on subsets of size L = 50, 100, 200, 300, 400 and 500 for each

repetition. GEV models were fitted to all six times six samples of 1000 maxima by maximum

likelihood, yielding estimated distributions ĜL,i(z; ξ̂L,i, σ̂L,i, µ̂L,i), and return levels (quantiles)

for the complete periodogram corresponding to FAP = 0.05, 0.01 and 0.005 were calculated

based on these distributions.

The levels obtained for FAP = 0.01 are shown in Figure 1 as lines of different colours. The

estimated quantiles agree well with the judgment of the human eye: for N = 100 with SNR = 3

and 1, the signal is clearly discernible above the noise level, and accordingly, the quantiles pass

well below their peak. In the case of N = 100, SNR = 0.5, even though there is a group of peaks

at the true frequency, we find other groups with comparable values. The signal, though it is

there, is undetectable, and the quantile levels confirm this. With fewer observations (N = 25),

the strongest signal with SNR = 3 is just discernible as a group of peaks at the right frequency,

but it exceeds other peaks only slightly. The quantile estimates agree that this peak just attains

the FAP = 0.01 level (or remains barely below); it is significant though at the level of 0.05. For

the two cases with lower SNR, the signal is masked by the noise, and accordingly, the quantile

levels pass well above the periodogram values.

In addition, the estimated quantiles are remarkably stable with respect to the size L of the

test frequency set. Inspection of an enlarged version of the quantile levels in Figure 2 for SNR

= 0.5 for L = 100 and 500, plotted together with a 95% confidence interval based on bootstrap,

confirms this: the large overlap of the confidence intervals indicate statistically indistinguishable

estimates when using L = 100 or 500.

In order to keep computational time as low as possible, it is also important to investigate the

quality of the estimates with respect to the number of bootstrap repetitions. Using only R =

200, 400, 600 and 800 repetitions instead of 1000, the estimates were found to remain stable

down to R = 400 in the case of N = 25 and to 200 in the case of N = 100, though as expected,

with increasing variances. Return level and quantile-quantile plots indicated that the quality of

the fits is good in the full range of the tried parameter combinations, and the use of the GEV

as statistical model for maxima of periodograms is justified.

It is possible that though the estimated high quantiles seem to give a reasonable idea about

the significance of the peak, and they have very good stability properties, they yield biased

estimates. Their quality was checked by simulations: 2000 white noise sequences with the

same distributional characteristics were generated, and the full periodogram was calculated for

each. Then the empirical probability of the maxima to exceed the quantile levels derived from

the GEV fits was estimated by the proportion of exceedances among the maxima of 2000 full

periodograms. The results using the non-weighted GLS method, L = 500 and R = 1000 are
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Figure 1: The level corresponding to FAP = 0.01 for SNR = 3 (upper row), SNR = 1 (middle row) and SNR

= 0.5 (bottom row), for time series of 100 (left) and 25 (right) simulated observations. The size of the used test

frequency set for the estimation is indicated by the colours. The black spikes represent the periodogram of the

original time series obtained by non-weighted GLS.

summarized in Table 1. It appears that the GEV slightly overestimates the quantiles, but as

this results in a conservative significance estimate for an observed peak, with a tendency rather

to judge a dubious peak to be nonsignificant than significant, it implies a lower false alarm rate.

6 Discussion

The paper deals with problems in the estimation of FAP in the frequency analysis of astronomical

time series. These problems include the failure of theoretically derived distributions due to

non-Gaussianity in the observations, loss of the orthogonal Fourier frequency system due to

SNR =3 SNR = 1 SNR = 0.5

FAP from GEV 0.01 0.005 0.01 0.005 0.01 0.005

Empirical FAP (N = 100) 0.01 0.005 0.005 0.003 0.009 0.004

Empirical FAP (N = 25) 0.008 0.005 0.008 0.004 0.006 0.003

Table 1: The proportion of cases in 2000 noise simulations
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Figure 2: The estimated 0.99 quantile for SNR = 0.5, enlarged and together with 95% confidence intervals

based on bootstrap.

the irregular time sampling, the lack of independence originating in the sparse irregular time

sampling and to the tremendous oversampling in the periodogram, and the sensitivity of the

commonly used formula to parameters that are exceedingly hard to well estimate.

The procedure combines bootstrap and GEV model fitting, which helps to reduce many

shortcomings of the commonly used procedures. The assumption of Gaussianity and the need

for an excellent estimate of the tail of the marginal periodogram distribution is avoided by

using nonparametric bootstrap of the original time series. The periodogram of the bootstrap

repetitions is computed only at sets of randomly selected frequencies, which are chosen so that

they carry information on both the long-range and the short-range dependence. The use of the

GEV model, since it is a generally valid limiting distribution for maxima, ensures a reasonable

assumption on the tail behaviour of the maxima. Moreover, because of its max-stability, the

same model fitted to maxima of only subsets of periodogram can be used in a straightforward

manner to estimate the high quantiles of the complete periodogram. The problematic need of

the classical methods to estimate a non-interpretable parameter inducing strong instability of

the estimates, the number of independent frequencies, is completely avoided.

According to simulations, the procedure gives good estimates for the quantile levels (though

slightly over-estimates them), and provides reasonable results for the significance of the peaks

in the original periodogram, agreeing with its visual aspect and the knowledge about the signal

in the simulations. It is stable both with respect of the size of the frequency subset (around

∼100 local maxima are necessary) and of the number of bootstrap repetitions (requiring a few

hundred), and therefore needs only moderate computational time (several times the computa-

tion of a complete periodogram). In summary, the procedure performs very well in estimating

the high quantiles of the distribution of the maximum of the periodogram for any underlying

distribution, and is a very promising method to assess significances of signals with low SNR in

astronomical time series analysis.
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